
Home

Computational 
storage questions 
answered 
Exploring what 
drives the need 
for computational 
storage

How computational 
storage delivers 
datacentre benefits 
A look at what 
computational 
storage is used for

Beating the data  
storage bottleneck 
How storage is 
finally ready to 
enable faster 
computing

computerweekly.com buyer’s guide 1

V
IS

U
A

L 
G

EN
ER

AT
IO

N
/A

D
O

BE

A Computer Weekly buyer’s guide to  
ComputAtionAl storAge & persistent memory
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Companies are finding that computational storage can solve the data  
bottleneck. In this 14-page buyer’s guide, Computer Weekly takes a closer  
look at its benefits, how it can be used and the advantages of faster computing
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Handling data at the network edge is not a new idea, but 
it is becoming more important as organisations grap-
ple with growing data volumes and the need to pro-
cess information quickly. But computational storage is 

a relatively new way to tackle that challenge. 
A key driver here is that conventional IT systems, with separate 

compute, networking and storage components, come with inher-
ent bottlenecks. One option is hyper-converged infrastructure 
(HCI), where processing, storage and networking are integrated 
into nodes that can be built into clusters.

Computational storage goes a step further, and puts processing 
onto the storage sub-system itself. This, its advocates say, offers 
far greater efficiency when data growth comes from the prolif-
eration of sensors and the internet of things (IoT), or needs rapid 
processing for artificial intelligence (AI) and machine learning 
(ML) use cases.

However, the technology is still relatively immature, with only 
a handful of suppliers offering computational storage hardware, 
although a larger number are part of the Storage Network Industry 
Association’s (SNIA) working group.

what drives the need for computational storage?
According to the SNIA, “computational storage solutions typi-
cally target applications where the demand to process ever-
growing storage workloads is outpacing traditional compute 
server architectures”. The industry body cites AI, big data, con-
tent delivery and ML as such workloads.

Computational storage 
questions answered

Computational storage is an emerging architecture  
category, in which compute is put near storage to address  

input/output bottlenecks resulting from large volumes of data.  
Stephen Pritchard has the answers to some key questions
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Other applications include encryption and decryption, data 
compression and deduplication, and storage management.

Data growth is certainly a driver. However, the push doesn’t just 
come from increasing data volumes, but also the need to speed 
up processing and reduce overheads from repetitive tasks.

“We are seeing a gradual increase in capabilities – it’s not rev-
olution, but evolutionary changes,” says Andrew Larssen, an IT 
transformation expert at PA Consulting. “As it becomes more 
mainstream, we’ll see the tech-
nology being used more widely, 
in pre-processing, compression, 
encryption and deduplication, or 
searching data, rather than having 
to load the data into a CPU [central 
processing unit].”

On paper, a system equipped with 
computational storage is less CPU- 
and energy-intensive than con-
ventional architectures. This helps 
at the network edge, where local 
processing can filter data before sending it on to a conventional 
server, but also in the datacentre, where computational storage 
modules take some workloads from the CPU.

In a conventional server-storage architecture, the CPU requests 
data, performs the task and sends data back to storage. In a com-
putational storage model, the CPU sends a task, such as decryp-
tion, to the “intelligent” storage sub-system. Security is a further 
benefit, as the data need never leave the drive.

technologies and deployment options
Computational storage is enabled by technologies that include 
high-performance solid-state media, low-cost programmable 
arrays or processing cores, and efficient interfaces.

The current generation of computational storage systems use 
flash memory, although, as processing and storage are separate, 
any sufficiently high-performance storage technology could work.

The system itself is typically a U.2 or M.2 NVMe drive or a 
PCIe card. Some suppliers also offer 
EDSFF. The exception is Samsung’s 
SmartSSD which, as the name sug-
gests, is based on a standard 2.5in 
SSD mechanism. SNIA’s roadmap 
favours NVMe for computational 
storage drives (CSDs).

To provide the compute capabil-
ity, suppliers either use field-pro-
grammable gate arrays (FPGAs) or 
Arm-based system on chips (SoCs). 
FPGA technology is currently more 

widespread. IT departments can buy a “fixed” FPGA system, with 
specific functionality programmed in, typically common storage 
management functions. Custom or programmable systems allow 
users to add their own functions, via low-level FPGA languages, 
or a high-level programming language such as Xilinx Vitis.

FPGAs cannot be programmed on the fly, however. This has 
prompted some suppliers to use Arm core SoCs instead. These 
can run Linux, and have the potential to expand the capability of 
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computational storage technology even further. For example, the 
SNIA anticipates suppliers adding Ethernet or other networking 
to allow peer-to-peer communication between computational 
storage devices.

So far, though, only one supplier, NGD, is making Arm-based 
computational storage devices. Because there are so many appli-
cations for computational storage, the market for the technology 
is not homogenous. Instead, suppliers are developing devices tai-
lored by application, by interface, and by the way they are pro-
grammed and managed. Some suppliers have focused on dedi-
cated sub-systems, while others position computational storage 
as a potential upgrade to existing storage hardware.

The industry currently defines computational storage devices 
as: computational storage drives (CSDs), which are storage with 
computational services added; computational storage processors 
(CSPs), which is hardware with no storage of its own but which 
brings processing to a storage array; and computational storage 
arrays (CSAs), which provide multiple CSDs or ordinary drives 
with a CSP added for compute. 

SNIA also defines computational storage services (CSS) as the 
services layer that handles discovery, operation and, potentially, 
programming of computational storage devices.

use cases for computational storage
Computational storage lends itself to any application where 
moving data from storage to the CPU is the bottleneck. This 
suggests data-intensive, rather than compute-intensive, uses. 
The processing power available in an FPGA or SoC is limited.
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On paper, a system equipped with computational 
storage is less CPU- and energy-intensive  

than conventional architectures
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And with few suppliers offering, for now at least, SoC-based sys-
tems that can run a full operating system (OS), fixed CSDs lend 
themselves to pre-determined, fixed workloads such as dedupli-
cation, storage management or encryption.

Programmable CSDs are finding a place in AI and business 
intelligence (BI) applications, as are SoC-based systems. They 
can also be used for database acceleration.

Only SoC-based systems can be loaded with code directly by a 
CPU, and even there, this means cross-compiling code from X86 to 
Arm. But this gives users the great-
est flexibility, allowing applications 
to move processing onto the CSDs 
as needed.

If CSDs get their own native net-
working, they could also share tasks 
directly and take further loads off 
CPUs, or allow more complex work 
which might be too great for a single 
CSD to be done at the edge.

“Storage is cheap at the moment, 
and there are applications with a lot of repetition, especially when 
you move to ‘data lake’ quantities,” says PA Consulting’s Larssen. 
“So if you can do compression and deduplication [in the storage 
layer], you will see big gains from it.”

Larssen expects to see uptake of computational storage by 
streaming services, for video compression and content distribu-
tion networks (CDNs). He also predicts growth in database accel-
erators, for Postgres and MySQL. “The technology is still niche,” he 

says. “Unless it is fundamental to your business, you’re probably 
not going to deploy it. It might be cheaper to double the amount 
of general compute you are using. When that is unachievable, 
that is when you need to think outside the box.”

computational storage suppliers
Pliops markets its Storage Processor as a hardware accelerator 
for databases and other data-intensive workloads. It is focused 
on Postgres and MySQL. The supplier offers compute and storage 

node acceleration, using NVMe-
based technology. 

Samsung”s Smart SSD uses a 
Xilinx FPGA chip. The technology 
is available via Samsung or Xilinx. 
Samsung is currently positioning 
the technology for BI, financial port-
folio intelligence and aviation.

NGD is currently the only supplier 
to use SoC that can run an OS to 
power its computational storage. It 

says its system is Nand flash agnostic and runs 64-bit Linux.
Eideticom offers its NoLoad computational storage processor. It 

is claimed to be the first NVMe CSP, and is targeted at datacen-
tre infrastructure acceleration and scientific research, as well as  
general cost reduction. 

Scaleflux offers AIC and U.2 drives. Its CSD 2000 Series sup-
ports up to 8TB (terabytes) of 3D Nand flash memory, with data 
path compression and decompression. n
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The goal of a computational storage architecture is either 
to reduce the need to move large datasets around, or 
to alleviate constraints on existing compute or storage 
resources, such as in an edge deployment, for example.

One factor driving the development of computational storage 
is data – or, to be more precise, the growing volumes of data that 
organisations increasingly have to contend with. 

Organisations are turning to data science, data analytics and 
machine learning to glean insights from all this data, but these 
processes are data-intensive and tend to be bound by input/
output (I/O) speeds or are latency-sensitive. It makes more 
sense, therefore, to process the data as close as possible to where 
it is stored, rather than shuffling gigabytes or terabytes into mem-
ory and back again.

The companies that are developing computational storage 
products have taken differing architectural approaches, from 
integrating processors into drives to accelerators that plug into a 
PCIe slot and access existing data stores via non-volatile memory 
express (NVMe).

To avoid a balkanisation of the nascent computational stor-
age ecosystem into mutually incompatible product lines, the 
Storage Networking Industry Association (SNIA) has formed 
a Computational Storage Technical Work Group (TWG). The 
group is working to define standards and develop a common pro-
gramming model that will allow applications to discover and use 
any computational storage resources that may be attached to a 
computer system.

How Computational storage 
delivers dataCentre benefits

Computational storage is an emerging field of IT that  
features compute processing power closely coupled with  
storage. Dan Robinson looks at what it can be used for
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SNIA has split the definition of computational storage devices 
into computational storage processors (CSPs), computational 
storage drives (CSDs) and computational storage arrays (CSAs). 
A CSP contains a compute engine, 
but does not actually contain any 
storage itself. A CSD (typically a 
solid-state drive/SSD) contains 
both compute and storage. A CSA 
contains one or more compute 
engines and storage devices.

The SNIA model includes a list of 
computational storage functions 
that might be performed by com-
putational storage devices, such as 
compression and decompression. 
Some computational storage products have been designed to 
carry out specific functions, such as video encoding or decoding, 
while others have been designed to be user-programmable.

notable providers
NGD Systems is one of the more prominent computational 
storage suppliers. Its products are CSDs under the SNIA defini-
tion, integrating compute processing into an NVMe SSD. This is 
achieved by the use of a custom application-specific integrated 
circuit (ASIC) that incorporates both the SSD controller func-
tions and a quad-core Arm Cortex-A53 CPU block.

There are several advantages of this architecture. The ASIC has 
direct access to the Nand flash chips in the drive via common 

flash interface (CFI) channels, and these provide high-bandwidth 
and low-latency access to the data, compared with transferring 
data into memory for the host CPU to process it.

Thanks to the embedded Arm 
cores, NGD’s devices can run a ver-
sion of Ubuntu Linux, which simpli-
fies the development and deploy-
ment of applications, or Microsoft’s 
Azure IoT Edge. The drive itself can 
also be accessed as simply a stand-
ard solid-state drive.

This type of architecture is 
well suited to edge deployments, 
where there may only be enough 
space or sufficient power for a sin-

gle edge server, but with demanding requirements to analyse 
data in real time, such as a video feed from a security camera. 

NGD Systems has published a Solution Brief on its website 
that describes how a MongoDB database can be sharded 
across multiple CSD SSDs inside a single server instead of 
across multiple server nodes, reducing the datacentre foot-
print and the overall cost while delivering lower latency when 
replicating data.

NGD also cites as use cases automotive artificial intelligence 
(AI), content delivery networks and hyperscale datacentres, and 
offers a fully integrated In-Situ Processing Development System 
(ISDP) that enables developers and integrators to build and 
deploy applications.
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Samsung has a similar CSD product, but its SmartSSD integrates 
a Xilinx field-programmable gate array (FPGA) and Samsung 
NVMe SSD controller inside a standard 2.5in (U.2) form factor 
SSD with a capacity of up to 4TB. The resulting product is mar-
keted by Xilinx.

Xilinx provides a development platform, Vitis, which allows 
development in C, C++, or OpenCL. It also enables organisations 
to build accelerated applications via a set of open source libraries 
optimised for the Xilinx FPGA in the SmartSSD. There are Vitis 
libraries for accelerating AI inferencing, data analytics, quanti-
tative finance, and others. Xilinx claims that using Bigstream’s 
hyper-acceleration layer, SmartSSD can make Apache Spark ana-
lytics 10 times faster.

Meanwhile, the NoLoad products from Eideticom are CSPs, in 
that they contain an accelerator engine but no storage. Instead, 
they connect with storage and the host CPU via NVMe, which 
allows compute and storage to be scaled independently. In fact, 
with support for NVMe-oF, the data could equally be held in 
external storage arrays.

The NoLoad devices use an FPGA as the accelerator, and are 
available as a PCIe card, a U.2 form factor like a drive enclosure, 
or EDSFF format, based on Intel’s Ruler SSD format. NoLoad 
can support a range of functions, such as compression, encryp-
tion, erasure coding, deduplication, data analytics and machine 
learning (ML).

NoLoad devices have already been deployed at the Los Alamos 
National Laboratory (LANL) as part of a next-generation storage 
system for high-performance computing (HPC). This has seen 
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NoLoad devices used to offload key storage tasks in a Lustre/
ZFS file system, leading to improved performance and reduced 
costs for the storage system.

Also targeting storage is Pliops, 
which uses a PCIe card with an 
FPGA to accelerate key-value 
operations that are used in applica-
tions such as databases. The Pliops 
Storage Processor (PSP) imple-
ments an optimised data structure 
for database-related storage opera-
tions, such as indexing, searching or 
sorting, and accelerates them with-
out requiring any software changes 
to the application. It does this by 
replacing the underlying key-value 
storage engine, such as InnoDB, the 
default option for MySQL, with its 
hardware accelerator. Pliops claims 
that this implementation can deliver 10 times the number of que-
ries per second, while making more efficient use of SSD storage 
space, delivering immediate business value.

gpus can do computational storage too
Perhaps the most extreme computational storage accelera-
tor example is Nyriad. The firm has developed a software-
defined storage platform called Nsulate that uses an Nvidia 
GPU to accelerate erasure coding functions. It is intended as 

an alternative to RAID for high-performance scale-out storage 
deployments requiring a high level of reliability.

In fact, it is claimed to be able to 
cope with dozens of simultane-
ous device failures in real time, 
with no performance degradation, 
as Nsulate can rebuild any miss-
ing data faster than the data can be 
fetched from storage. This means 
that replacing a failed drive does 
not need to be a high priority for 
the IT team. Nyriad claims that the 
GPU can simultaneously be used for 
other workloads such as machine 
learning. Nsulate is currently avail-
able as part of pre-built systems by 
partners such as Boston Limited, 
which offers a Supermicro-based 
Nsulate storage server.

Computational storage is still at an early stage of develop-
ment, although some suppliers have been offering deployable 
products for several years. Organisations evaluating it for their 
datacentre therefore need to use caution, but there are already 
benefits to be had from using computational storage products in 
certain applications. They can lead to lower overall power con-
sumption and the need for fewer CPU cores per server node, for 
example, as well as delivering a significant boost in performance 
in many cases. n
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The IT industry is always striving to overcome bottle-
necks, and one of the biggest is input/output (I/O). 
Whether it is memory bandwidth, network band-
width or how quickly a high-resolution screen can be 

refreshed, the speed at which data can be copied by the CPU 
(central processing unit, or microprocessor) to an external device 
limits overall performance.

New generations of dynamic RAM (random access memory) 
improve the I/O between the CPU and the computer’s main mem-
ory. GPUs (graphics processing units) take over graphics process-
ing, reducing the I/O needed for rendering graphics while boost-
ing performance significantly, especially in computer games.

But the GPU’s immense power has also led to new application 
areas where highly parallelised computations are required. A GPU 
will accelerate machine learning and inference engines for artifi-
cial intelligence (AI)-powered decision-making.

is there a case for in-storage data processing?
Software runs on data and data is often regarded as the “new 
oil”. So it makes sense to put data as close as possible to where 
it is being processed, in order to reduce latency for performance-
hungry processing tasks. Some architectures call for big chunks 
of memory-like storage located near the compute function, 
while, conversely, in some cases it makes more sense to move 
the compute nearer to the bulk storage.

The growth of data has led to some in the industry asking 
whether storage devices can be used in a way analogous to the 
GPU, to accelerate data-processing tasks. This is the realm of 

beating tHe data  
storage bottleneCk
The explosion in data is driving demand for 
faster computing and storage remains a 
bottleneck – but things are about to change, 
write Cliff Saran and Adrian Bridgwater
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computational storage, a term used to describe a combination 
of software and hardware to offload and alleviate constraints on 
existing compute, memory and storage, in a bid to improve appli-
cation performance and/or infrastructure efficiency.

This year, Antonio Barbalace, a senior lecturer at the University 
of Edinburgh’s Institute for Computing Systems Architecture, pub-
lished a paper, co-written with Microsoft Research, Computational 
storage: where are we today?, looking at the current state of com-
putational storage. “Can we do something with storage?” he says, 
pointing out that organisations are investing large quantities of 
data, which then needs to be pro-
cessed. “For example, databases are 
extremely large,” he adds. “They copy 
data from storage devices to process 
in RAM. It takes a lot of time to move 
a database into memory.”

There is, therefore, a valid case to 
run database querying on the storage 
device, to avoid the I/O bottleneck when data is copied back and 
forth from the storage device to the computer’s RAM.

Some tasks are already being run on the storage controllers 
used to manage physical devices such as disk arrays, says Matt 
Armstrong-Barnes, CTO at HPE. “Deduplication, compression 
and decompression are already handled by storage arrays,” he 
says. Such uses are not classed as computational storage, but 
they illustrate how storage controllers are getting smarter.

But Barbalace has higher aspirations for computational stor-
age. He says a computational storage device could run simple 

operations on the data to reduce the amount of data that needs 
to be sent to the CPU. Data processing at the edge, such as on an 
internet of things (IoT) device, is one of the possible application 
areas, where sensor data is streamed directly to a storage device. 
The CPU on the edge device would then be alerted as and when 
there is an anomaly or at a regular time interval, to upload the 
sensor data to the cloud. 

Some manufacturers have developed smart SSD devices based 
on application specific integrated circuits (ASICs) to acceler-
ate fixed functions, such as video transcoding algorithms, that 

run directly on the devices. Another 
option is using field programmable 
gate arrays (FPGAs) for accelerating 
fixed functions. Xilinx has developed 
an FPGA-based platform, which is 
used in Samsung’s SmartSSD com-
putational storage device.

The firm reported a 20% increase 
in its datacentre business for the fourth quarter of 2021 and stor-
age has been one of the growth areas. Xilinx’s fourth-quarter 2021 
filing shows annual revenue growth is being driven by adoption 
among its hyperscale customers across compute, networking and 
storage workloads. “Xilinx maintains strong engagements with 
hyperscalers to deliver solutions for AI compute, video accelera-
tion, composable networking and computational storage,” the 
company said in its financial statement for Q4 2021.

One of its partners, Lewis Rhodes Labs, offers what it describes 
as a cyber forensics search in storage appliance. This is a regular 

“iT Takes a loT of Time To move  
a daTabase inTo memory”

Antonio BArBALACe, university of edinBurgh
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expression search engine appliance, which the company says 
has been optimised for anomaly detection. According to Lewis 
Rhodes Labs, the FPGA-accelerated appliance, equipped with 24 
SmartSSDs, can search 96Tbytes of storage at a rate of 60Gbps, 
delivering results in less than 25 minutes.

NGD Systems is another firm often mentioned in conversations 
about computational storage. It offers a smart SSD based on the 
ARM processor, so its products can use the Linux operating sys-
tem on which more general-purpose algorithms can then be run.

In February 2020, NGD Systems announced a $20m Series 
C funding round to support and accelerate the production and 
deployment of what it claims is the world’s first NVMe (non-vol-
atile memory express) computational storage drive. Application 
areas include providing a way to run AI and machine learning 
within the device where the data resides.

Booking.com has been using this technology in its own data-
centres. Power and write latency are key datacentre metrics in 
the travel website’s datacentres. Peter Buschman, product owner, 
storage at Booking.com, says: “We found the NGD Systems drives 
to be best in class with respect to this combination of character-
istics. Latency was consistently low for a device with such a small 
power draw. With power, not space, being our greatest constraint, 
and environmental impact a growing concern, this technology 
holds great promise for use in next-generation datacentres.”

Computational storage is not limited only to adding smart  
functionality directly to an SSD. Just as graphics cards equipped 
with GPUs are used to accelerate applications optimised for  
parallel computing, a computational storage expansion card could 
be plugged into a PC motherboard to accelerate certain data- 
processing functions.

BUYER’S GUIDE

Making storage content-aware

Adrian Fern, founder and CTO at Prizsm Technologies, says that 
data, no matter what it represents, is only stored as blocks of 
binary data on an SSD (solid state drive).

“Standard hard drives rely on NVMe [non-volatile memory 
express] protocols to dispatch (or retrieve) chunks of data,” he 
says. “Although that process works fine, the SSD itself will remain 
blissfully ignorant of what the data it holds actually is, does or 

relates to. It could be an image file, a video or voice file, or it 
could be a text document, spreadsheet or something else.”

For Fern, being able to run an operating system such as Linux 
on a computational storage device provides a means to mount 
the file system relating to the data that the SSD stores, allowing  
it to achieve awareness and cognizance of what the blocks of 
data actually are.

http://www.computerweekly.com
https://www.computerweekly.com/blog/CW-Developer-Network/Computational-storage-series-Prizsm-Data-disaggregation-likable-latency
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In the paper he co-authored with Microsoft Research, Barbalace 
looked at how applications can be adapted to take advantage of 
computational storage. He says there are many algorithms that 
can be classified as dataflows. One example is AWS Lambda, 
which is used to process data streams. “An application can break 
down data to flow to multiple parts,” he says. “One of these could 
be assigned to computational storage.”

For instance, an AI workload can be split so some parts run 
directly on computational storage, while other parts use the CPU. 
Highly distributed high-performance computing workloads, such 
as weather forecasting, may also be able to use computational 
storage. “The question is whether data can be processed more 
efficiently on a computational storage device,” says Barbalace.

This applies both to on-premise and cloud-hosted data. A 
recent example from Amazon Web Services (AWS) illustrates 
how data processing can be moved closer to where it is stored 
to gain efficiency. Although not strictly computational storage, 
in a blog posted in March 2020, AWS architects David Green 
and Mustafa Rahimi discussed how a feature of S3 cloud storage 
called S3 Select could be used to execute SQL queries directly on 
data stored in the Amazon cloud.

They wrote: “Customers could upload data directly to S3 using 
AWS SFTP [secure shell file transfer protocol] and then query the 
data using S3 Select. This work can be automatically triggered 
by an AWS Lambda execution after a new CSV [comma sepa-
rated value] object is uploaded to S3 with S3 Event Notifications. 
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Searching through your data using S3 Select can potentially save 
time and money spent on combing through data in other ways.”

The paper from Barbalace and Microsoft also covers two other 
options for programming computational storage. Shared memory 
is a technique often used in multiprocessor hardware to enable 
different CPUs to work on the same set of data. This technique 
can also be applied to computational storage, if system software 
is modified accordingly.

Client/server computing is the 
third category of computational stor-
age that Barbalace identifies in his 
research. A paper from NGD Systems 
and researchers from the University 
of California and the University of 
Tehran, published in the Journal of Big 
Data in 2019, discussed how compu-
tational storage could build on the 
highly distributed approach to data 
storage and processing that Hadoop 
MapReduce uses with its DataNodes, which are used to store and 
process data. 

“Hadoop-enabled computational storage devices can play both 
roles of fast storage units for conventional Hadoop DataNodes 
and in-storage processing-enabled DataNodes simultaneously, 
resulting in augmentation of processing horsepower,” the report’s 
authors wrote.

It is still early days for computational storage. CCS Insight prin-
cipal analyst Bola Rotibi believes that one of the challenges is how 

storage managers evolve into programmers. “Storage people do 
not do a lot of programming,” she says.

HPE’s Armstrong-Barnes is not sure smart SSDs and computa-
tional storage will match the success of GPU in mainstream com-
puting. “Oil doesn’t mix very well and this is the challenge when 
adding data science workloads from different places,” he says.

For Barbalace, one area that still remains unsolved is multi-ten-
ancy, as and when computational storage is provided on-demand 

by public cloud providers. Because 
data is stored in the public cloud 
across multiple storage pools, com-
putational storage may need to run on 
a specific subset of data that may be 
split across different physical servers.

Despite these challenges, the rea-
son people are thinking about com-
putational storage is the exponen-
tial growth in data volumes. “Today, 
data is stored in certain ways purely 

because of the way CPU architectures have evolved,” says Adrian 
Fern, founder and CTO at Prizsm Technologies. “But it is not fit for 
purpose for accessing the volumes of data available now and the 
exponential growth we will see as we approach the quantum age.”

So while it is still early days for computational storage, main-
stream quantum computing is also at an early stage of develop-
ment. However, as these two areas of computing evolve, compu-
tational storage may be necessary to keep up with the processing 
appetite of a quantum computer. n

“oil doesn’T mix very well 
and This is The challenge when 
adding daTa science workloads 

from differenT places”
MAtt ArMstrong-BArnes, hPe
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